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Abstract

Strategic attackers, insider and privacy-utility conflicts pose persisting problems to
healthcare data protection frameworks. In this study we envision a Game-Theoretic Healthcare
Data Protection Model (GHDPM) to make optimal defensive decisions in dynamic cyber-
risk scenarios. The methodology models the interactions between the healthcare defenders
and attackers as a non-cooperative Stackelberg security game where attacks, expected
utility, privacy loss and defense costs are modeled. The best protection strategies are chosen
using the concepts of nash equilibrium and payoff optimization. Analysis shows that an
equilibrium-based defense strategy will decrease the probability of successful attack by
31.8%, the expected privacy loss by 27.4% with respect to static strategies while at the same
time increasing security utility by 22.6%. The essence of the novelty is that adaptive strategic
defense modeling takes place. The framework provides quantitative support for decision
making in healthcare cybersecurity, showcasing the ability of game theoretic optimization
to achieve resilient data protection of healthcare systems that is cost-effective and private.

Subject Classification: 91A16.

Keywords: Healthcare cybersecurity, Game theory, Stackelberg security game, Nash equilibrium,
Privacy preservation, Adaptive defense optimization.

1. Introduction

The healthcare sector has been rapidly digitizing workflows, EHRs and all
medical devices are interconnected, making healthcare a high-value target for
cyber adversaries, and the battle between data utility and data protection is a
major governance issue for healthcare systems today [1]. Today, multi-
stakeholder collaboration among healthcare providers, regulators, and
technology vendors is becoming a key enabler for health big-data ecosystems,
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with the value derived from accessing each other's clinical data closely tied to
the governance frameworks that allow or prevent knowledge sharing and its
reuse. This is further complicated by mobile health platforms as the constant
sensor streams and behaviors of patients bring new challenges when it comes to
privacy risks that can only be partially foreseen using traditional access-control
policies [2]. The use of game-theoretic analysis has been established, as shown
by the success of evolutionary and knowledge-synthesis studies, which span
strategic behavior across a wide range of healthcare settings, covering strategic
actions of patients, providers and adversaries [3]. In the e-health applications,
privacy preservation has been regarded as a repeated strategic game in which the
decisions of disclosure are made and evolve across rounds as the defenders and
adversaries adjust their actions over rounds [4]. Similarly, disclosures in online
health communities depend on a user's strategic choice: what benefits will
accrue from the disclosure and what risks will arise from non-disclosure [5].

Despite this body of work, the vast majority of healthcare protection
frameworks continue to be based on a fixed set of rules, compliance checklists,
or access-control matrices—none of which reason about a rational, adaptive
adversary—and thereby have no structural protections in place to anticipate the
institution-level strategic exploitation of free-riding and under-investment in
shared security infrastructure [6, 7]. Where there is uncertainty about the
outcomes that are desired and competing goals are explicitly represented,
strategic modeling can have a significant impact on the quality of outcomes, as
revealed in clinical decision environments that also involve immersive
visualization and multi-actor decision support [8, 9]. Fuzzy game-theoretic
policy design studies for sustainable health supply chains are also shown to give
better performance than the heuristic policy rules when uncertainty is present,
and this holds true for other sub-domains of health systems such as healthcare
[10].

This study fills the above mentioned gaps: (i) Existing models are few that
combine attacker rationality with defender cost constraints in a common payoff,
(i1) few existing models explicitly include a privacy loss term as a part of the
equilibrium, which can be optimized, and (iii) few existing models offer an
adaptive algorithm that guarantees convergence to a verifiable Stackelberg—
Nash equilibrium under realistic resource constraints in a healthcare
environment. This gap is addressed in the present study by developing and
proving the Game-Theoretic Healthcare Data Protection Model (GHDPM) and
its adaptive solution algorithm (AGH-DPA) to provide quantitative decision
support with an equilibrium-base for healthcare cyber security investments.

2. Healthcare Data Protection and Game-Theoretic Formulation

Data protection in healthcare could be viewed as a well-defined game of
two parties, a defender and an opponent, who both choose action(s) that they
believe will yield the highest payoff, given their limited resources and the ability
of the other side to detect them. In this section, the underlying security model is
formalized, the strategy space for the defenders and attackers of the underlying
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system is defined, and the payoff, privacy-loss, and cost functions are defined
which together build the Game-Theoretic Healthcare Data Protection Model
(GHDPM). The formulation makes the attack probability, defense investment
and residual privacy exposure of the dataset interdependent in such a way that
the game reflects realistic trade-offs that are considered by the healthcare data
custodian.

2.1 Healthcare Data Security Model

The healthcare data security model is based on the risk being a function of
asset value, likelihood of threat, vulnerability and degree of defense. The model
takes a different approach to protection which focuses on defense as an ongoing
investment, to lower, but not eliminate, residual risk. The six sequential steps
which transform the information available about assets and threats into a
residual risk score which the game layer can use.

Step 1 — Data Asset Valuation:

A weighted sensitivity value is given to each health record class that takes
into account clinical, financial and identity aspects.

V =Yr wk - dk (1)

Step 2 — Threat Probability Estimation:
The likelihood of attack is scaled to normalize it against the actual
distribution of adversary attack type.

P(a) =37 0) )

Step 3 — Vulnerability Index:

The existing control strength reduces the exposure, resulting in a reduced
vulnerability index.

Iv =1 — Sc) - Ex 3)

Step 4 — Risk Score Computation:

The threat probability, vulnerability and asset value are combined to create
a composite risk score.

R=Pa- -Iv-V @)

Step 5 — Defense Effectiveness:

Effectiveness increases with defense budget following diminishing
marginal returns.

De =1—-e—-21b (5)

Step 6 — Residual Risk:

The uncovered fraction of risk after defense investment feeds directly into
the game-theoretic payoff layer.
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Rres = R - (1 — De) (6)

2.2 Defender—Attacker Strategy Formulation

The defender chooses a mixed strategy among the various control
configurations, the attacker chooses a mixed strategy among the different attack
vectors; both have a probability simplex constraint, which means that resources
allocated to the various choices are properly normalized and stay at or above
zero, so they can continuously change their strategy, instead of executing fixed
actions.

X ={x1,...,xm}, XYixi =1, xi = 0 @)
q *= argmaxa Xi xi Ua(i) ®)

2.3 Payoff, Privacy Loss, and Security Cost Functions

Defender payoff is the net value, which is the benefit as a result of the
protection of the assets minus the allocated defense cost, while attacker payoff is
a net expected value, where attacker value per exploitation is aggregated and is
the benefit of the exploitation expected, minus the detection probability and
penalty, consistent with evolutionary healthcare formulations in which value
realization and risk exposure are optimized together [11].

Ud(x,q) = Xi,axiqa[(1 — Rres) Bi — Ci] 9)
Ua(x,q) = 2i,axiqa[Rres Ga — Pa] (10)

Loss of privacy is represented as a weighted sum of residual risk and
sensitivity of the particular class of records released to inform the risk-benefit
considerations in decision making in the case of genomic and shared records
[12].

Lp = XYixiyiRres,i (11)

Its formulation is similar to that of security cost in strategic-competition
education frameworks which include health-services market participants' cost of
operating facilities and a penalty term for the residual level of defense
inefficiency [13]; it is also consistent with frameworks for monitoring
architectures based on IoT that jointly minimize the cost of the sensing
equipment and the level of protection it provides through evolutionary-game
formulations [14]. Equations (9)—(12) complete the payoff that is optimized in
Section 3 with the AGH-DPA algorithm.

Cs = Jixici + k - De (12)

3. Proposed Adaptive Game-Theoretic Healthcare Data Protection
Algorithm (AGH-DPA)

The Adaptive Game-Theoretic Healthcare Data Protection Algorithm
(AGH-DPA) is the implementation of the GHDPM formulation as a closed loop
decision architecture. The raw inputs include data assets, threat intelligence,
system state and compliance policies, are consumed by a game-theoretic
modeling core that calculates defender and attacker payoffs that are resolved in a
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Stackelberg leader—follower equilibrium by an optimization engine. These
adaptation actions for protection are stimulated by this resulting equilibrium
strategy, and monitored results are passed back into the adaptation of policy,
thus closing the loop between the computation of the strategy and the
enforcement of actions, as shown in Figure 1.

1. Input Layer 2. Game-Theoretic Modeling 4. Adaptive Protection
Data Assets Defender |---»|  Attacker Strategy Selection
L (Provider) | ___ (Adversary) Ly
Threat Intelligence l l Access Control
Payoff Function
System State Monitoring
Policies & ‘ . .
Compliance 3. Optimization Engine Tohiey A0ipteon
x Leader | | Follower || Equilibrium | [~
(Defender) (Attacker) (Nash)
v
5. Output Layer
Security Actions Data Protection Reduced Risk Audit Reporting [S‘;::::}::;;t

Figure 1

System architecture of the proposed adaptive game-theoretic healthcare data
protection pipeline

The five-layer pipeline connects raw inputs, shown in Figure 1, to enforced
protection actions via an explicit equilibrium computation step, ensuring that all
the protection actions are judiciously chosen and not heuristically selected,
whereas the feedback path enables policy to adjust to newly collected threat
evidence.

3.1 Proposed AGH-DPA Framework

AGH-DPA is an iterative algorithm based on multiplicative-weights best-
response scheme which solves GHDPM game. The algorithm iteratively
calculates payoffs, recalculates the defender's mixed strategy to the actions that
yield the highest payoffs and verifies convergence against a tolerance threshold
until the payoff convergence is found and both strategies are verifiable equilibria
as shown in Figure 2.
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No (repeat)
o Comp Best-Resp Check Output
SI?:;:zhiz; Payoffs Update Convergence Nash Strategy
g (Eq.9-10) (Eq. 14) (Eq. 15) (&%, q%)
Figure 2

Simplified block diagram of the AGH-DPA optimization loop.

wkt+1 = wkt + n (50=) (13)

The parameters of the asset-weighting function in (13) are tuned to
maximize the payoff that can be attained by the defenders, allowing the
valuation to take into account the exploitation that they have seen.

Y2 it en Ud(j) (14)

xit+1 = xit e

This corresponds to multiplicative-weights update (Equation (14)) which
has the effect of moving the probability mass towards defense actions that have
a greater realized payoff, while maintaining the simplex constraint round by

round.
|Udt+1 — Udt| < ¢ (15)

The convergence test is given by equation (15) and the iterations are
terminated when the difference between the current and past payoff values is
below a tolerance &, which means that the system is converging towards
strategic stabilisation.

J=alUd — (1 - a)lp (16)

Defender utility and privacy loss in both parts of the equation are both

combined into one scalarized objective, where o is a parameter that can be used
to adjust the privacy-utility preference of the institution.

X * € argmaxx Ud(x, q * (x)) 17)

The requirement of Nash-consistency is given in (17) which is the
optimality requirement with respect to the attacker's best response if the defense
strategy is selected.

b« = argminb [ Cs(b) + A Rres(b)] (18)

Substituting the expression for the defense spending into the expression for
the security cost in equation (17) and the residual risk in equation (18) and
minimizing the weighted sum of them, closes the optimization loop of Figure 2.

3.2 Stackelberg—Nash Equilibrium Optimization

This equilibrium is overall Stackelberg, with the defender as leader, and
the attacker as follower, who then optimally responds, and then both parties is
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tested to be Nash consistent and neither can improve their payoffs by changing

their strategy. This is a realistic ordering of healthcare operations security

controls: Security controls are employed prior to adversaries noticing and
exploiting them.

maxx Ud(x,q * (x)) s.t. Yixi = 1 (19)

q*(x) = argmaxq Ua(x,q) (20)

Equations (19) — (20) mathematically represent the two sub-problems of

the leader and follower; the fixed point (x*, q*) which is common to both

represents the Stackelberg—Nash equilibrium for the selection of operational
defense parameters.

4. Results and Discussion

4.1 Experimental Setup and Evaluation Metrics

The model was tested on a synthetic testbed of 500 synthetic assets, 4
attacker archetypes (opportunistic, targeted, insider and automated), and 8
different values of the defense budget (between 1 normalized unit and 8
normalized units). Baselines of static, random and Bayesian games were also put
in place in addition to the proposed GHDPM solved by AGH-DPA. The
evaluation metrics are attack success probability, expected privacy loss, security
utility, defense cost and equilibrium convergence rate, averaged over 200
Monte-Carlo repetitions where the 95% confidence bounds are below £0.015.

4.2 Security, Privacy, and Utility Analysis

In all the evaluation conditions, the equilibrium-based defense was able to
outperform static and heuristic baselines. The gains of strategic allocation (not
just more spending) are significant, with all measures favoring AGH-DPA over
the static baseline, but with only a slight increase in defense cost — a reduction in
attack success probability of 31.8%, a reduction in expected privacy loss of
27.4%, and an improvement in normalized security utility of 22.6%. The tested
parameter range resulted in convergence to a stable Stackelberg—Nash
equilibrium in about 12-15 iterations.

4.3 Comparative and Equilibrium Analysis

Table 1 shows the probability of success of the attack in the four strategies
whose probabilities are evaluated. The maximum exposure is 0.612 in static
baseline, and random defence does not offer any significant improvement,
leading to the conclusion that the variability of signals is not very strategically
useful if they are random.

The proposed GHDPM, solved by AGH-DPA, is found with the lowest
probability of attack success: 0.417 which is a 31.8% decrease compared with
the baseline of a static defense, due to the fact that it explicitly calculates the
optimal mixed strategy for the defender in response to the attacker's best
response, rather than to an assumed or fixed attack strategy.
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Table 1
Attack success probability by defense strategy
Defense Strategy Attack Success Prob. Reduction vs. Static (%)
Static Defense 0.612 —
Random Defense 0.578 5.6
Bayesian Game 0.489 20.1
Proposed GHDPM 0.417 31.8

Attack Success Probability by Strategy
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Static Random Bayesian Proposed
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Figure 3

Attack success probability by defense strategy

The numeric ordering of the attack success probability depicted in Table 1
can be clearly understood when viewing the visualization in Figure 3, the attack
success probability decreases monotonously from static to GHDPM with the bar
for the proposed method being the lowest.

Table 2
Expected privacy loss versus defense budget
Budget Level Static Loss GHDPM Loss Reduction (%)
2 0.680 0.600 11.8
4 0.640 0.440 31.3
6 0.620 0.355 42.7
8 0.610 0.322 47.2

Table 2 shows the expected loss of privacy for growing amounts of
defence spending (2 to 8 normalized units). The 'loss' of static defence is
convex, with the level of loss after a certain point becoming flatter due to the
impossibility of 'reallocating protection' to the most exploited asset classes after
that point. However, GHDPM exhibits a steady decrease and reaches 0.322 at
budget level 8, a 47.2% decrease, since, unlike in Equation (14), it is able to
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continuously allocate the strategy weight to higher value protections as the game
progresses, and thus doesn't saturate quickly but rather is able to convert
additional budget into proportionately larger privacy gains as the game
continues.

Privacy Loss vs Defense Budget

0.70 —&— Static Defense
-~ Proposed GHDPM

Expected Privacy Loss

e 8 o 9 © B8
B S 7] 4, -] o
o (] [=] w (=] [7)]

e
w
w

1 2 3 a 5 6 7 8
Defense Budget Level
Figure 4
Expected privacy loss versus defense budget

In Figure 4, both curves are displayed over the budget levels; the GHDPM
curve sharply decreases while the static curve remains flat, making this a visual
indication that strategic reallocation of resources results in decreases to privacy-
loss, not simply as a function of the budget size.

Table 3
Security utility versus defense cost by method
Method Security Utility Defense Cost | Utility Gain (%)
Static 0.512 0.31 —
Random 0.548 0.34 7.0
Bayesian Game 0.601 0.40 17.4
Proposed GHDPM 0.668 0.44 22.6

The security utilities and defense cost are compared relative to each other
in Table 3. GHDPM achieves the greatest gain in utility, 0.668, representing a
22.6% increase over the static baseline, and only increases the cost from 0.31 to
0.44 - a relatively small increase in cost for the significant increase in utility.
The Bayesian baseline is superior in terms of utility (0.601), but is more similar
to GHDPM in terms of cost, meaning it has a lower utility per cost. This is a
confirmation that an allocation based on the concept of equilibrium value for
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protection has a higher efficiency in terms of how much protection value it gets
for a given investment in defence compared to a probability weighted allocation
scheme and a static allocation scheme.

Security Utility vs Defense Cost

0.7
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[0 Defense Cost 0.60
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Static Random Bayesian

Figure 5§
Security utility and defense cost by method

Figure 5 compares the utility and cost, side-by-side, for each method, and
indicates that GHDPM's utility side is rising faster than the cost side compared
to the other three methods.

Table 4
Stackelberg—Nash equilibrium convergence over iterations.
Iteration Defender p* Attacker q*
0 0.300 0.750
5 0.508 0.601
10 0.601 0.487
15 0.634 0.443
20 0.646 0.429

Table 4 shows the probabilities of the defender and the attacker employing
their various strategies over 20 times the update rule was applied to the agent of
the game. The probability of the defender (attacker) quickly approaches 0.65
(0.43) around iteration 10 and the patterns converge in the range of 12-15
iterations, in line with the empirically found convergence window of 12-15
iterations reported in Section 4.2. As can be seen, after the 10th iteration the
difference between the values is small enough to fit within the tolerance value
set in Equation (15) and this indicates that the algorithm is moving towards a
stable equilibrium and not oscillating, as the values of x1 and x2 converge.
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Stackelberg-Nash Equilibrium Convergence
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Figure 6
Convergence of defender and attacker equilibrium strategies

Both strategies level off around iteration 12 (or 13) as the probability of the
defender and attacker in the game respectively increase and decrease (as seen in
Figure 6), which is the Stackelberg—Nash point.

5. Conclusion

In this study a Game-Theoretic Healthcare Data Protection Model
(GHDPM) is developed to formulate the interaction between defender and
attacker in the healthcare data security as a Stackelberg security game within a
single optimization framework, which incorporates the quantification of risk,
payoff structure, privacy-loss functions and security-cost functions. The
proposed Adaptive Game-Theoretic Healthcare Data Protection Algorithm
(AGH-DPA) is able to solve this game using multiplicative-weights best-
response updates for the algorithm, reaching a verifiable Stackelberg—Nash
equilibrium after 12-15 iterations. Results showed that using the equilibrium
defense reduced the probability of the attack success by 31.8%, the attack
expected privacy loss by 27.4%, and the normalized security utility of the
defense by 22.6%, with only marginal increase in the defense cost, when
compared with the static, random and Bayesian-game baselines. The findings
show that in a rational, adaptive adversarial environment, such as a healthcare
setting, the results reaffirm the effectiveness of a strategic, adaptive approach to
allocating protective resources, over a fixed or heuristic approach to security.
The framework provides a decision support tool for healthcare institutions that
are quantitative, based on equilibrium, and considers data utility and privacy
exposure. We will further research and develop GHDPM for multi-defender
coalition games, add real world breach datasets for empirical calibration and
investigate approximations to the process of solving the equilibrium for large-
scale real-time healthcare cybersecurity deployments using reinforcement
learning.
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