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Abstract
Many real-world problems can be solved using deep learning, including image 

processing and speech recognition. However, deep learning and neural networks are usually 
black boxes, making them vulnerable to threats from abnormal examples, such as adversarial 
and backdoor examples crafted by attackers with malicious intentions and, even worse, 
unintentionally mislabeled examples. The detection of such abnormal examples is therefore 
urgent and important. Various approaches have been used to detect specific types of 
abnormal examples, but all have limitations. Despite these limitations, this problem remains 
a significant one. To make AdvGAN more suitable for adversarial training, we propose 
updating its loss terms and testing it against various attacks. In contrast to generative models 
with no adversarial training, generative models with adversarial training are better at 
boosting adversarial robustness. Experimental results demonstrate a high true-positive rate 
(98.11%) and a low false-positive rate (3%).
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1.  Introduction

Many scenarios and tasks are being performed using deep neural 
networks (D, although issues security issues are constantly drawing 
attention [1]. In particular, carefully designed adversarial examples have a 
more obvious effect on deep neural network models [2]. Therefore, when 
a small disturbance is added to an image, an adversarial example attack 
problem can be used to classify errors. Small perturbations are introduced 
to deep learning models as adversarial examples to confuse model 
judgment without humans’ awareness. Adversarial example attacks can 
be used for a variety of purposes, including target identification, automatic 
driving, face recognition, and intrusion detection systems (IDS), among 
others [3], [4]. In an experiment [5], the author used mobile phone photos 
as adversarial examples to test the classifier and defeat the adversarial 
example attacks. Using the author’s design [6] created a real spectacle 
frame that fools facial recognition software whenever the wearer wears it. 
The author used a Faster Region-CNN and a YOLO 9000 target detector to 
achieve physical confusion [7]. There were adversarial stickers on either 
side of the STOP sign in almost every frame of the video that prevented 
YOLO detectors from detecting the STOP sign.

The adversarial machine learning method attacks deep learning 
models with adversarial examples. A deep learning model is designed to 
misclassify input data using adversarial examples with slight modifications 
to input data [8], [9]. Due to these subtle modifications, human observers 
find it hard to distinguish an adversarial image from the original. White 
and black box attacks can be classified according to the attacker’s 
knowledge [7]. Attackers who conduct white box attacks can access 
everything associated with trained DNNs, such as training data, model 
architectures, hyperparameters, and model weights. As opposed to black 
box attacks, which do not reveal any information about DNNs except for 
the outputs, attackers using black box attacks know nothing else about 
them. A targeted and non-targeted attack can be differentiated based on 
attack targets [7]. In targeted attacks, adversarial examples are misclassified 
into a target class by misguiding DNNs. It is possible to incorrectly classify 
adversarial examples, except for the correct class, into arbitrary classes, 
unlike non-targeted attacks. Attacks that target a specific area will likely 
be more difficult than those that do not target a specific area. 
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2.  Related Work

The first is to improve classifier robustness against current adversarial 
attacks, while the second is to detect real adversarial samples. According 
to the author [10], an additional adversarial term in the training loss 
function would improve the robustness of these models against specific 
adversarial attacks. A defence distillation [11] can also be seen as a way to 
prevent too much dependence on the data by training a DNN with the 
softmax outputs of another neural network. Defending against attacks 
using defensive distillation [12]. However, the author [13] demonstrated 
that a modified attack can easily defeat defensive distillation.

The concept of augmented DNNs, trained on normal and adversarial 
samples, has been proposed [14] as a solution for detecting adversarial 
samples. However, using generated adversarial samples requires the 
detector subnetwork to be trained contrary to the authors’ compelling 
performance results on state-of-the-art adversarial attacks. It implicitly 
trains the detector on only some of the possible adversarial attacks; 
however, we cannot determine just how comprehensive this subset is, and 
future attacks could overcome the system in the future. This technique is 
not currently known to be robust to random noise. 

The Modified National Institute of Standards and Technology 
(MNIST) handwritten digit database is an essential resource for pattern 
recognition research and has great practical value. It is possible to 
categorize handwriting using statistical and structural feature-based 
methods [15], [16]. Unlike the former, a handwritten pointer’s density and 
area can be adjusted to mitigate irregular handwriting caused by features 
other than beginning and end points, intersections, contours, and 
unevenness. There are two primary reasons why traditional image 
processing algorithms using static feature analysis at pixel level fail in 
MNIST handwriting recognition: 1) in Arabic numerals, there is a lack of 
glyph information, and some features may be shared among numbers; 2) 
Depending on the situation, certain features may only appear in specific 
but rare situations when handwriting varies from person to person. The 
stroke trajectory point, for example, can provide dynamic information in 
the future to address these challenges [17], [19]. Machine Learning (ML) in 
handwriting classification has gained popularity in recent years thanks to 
its outstanding generalization capabilities and performance. The accuracy 
of classification and recognition has been enormously improved by 
combining typewritten features [16], [18], k-NN, HOG, features, SVM [20], 
[21] and clustering [22], [23], statistical classification models [24], [25-35]. 
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2.1  Defense of Adversarial Attack

Detection of adversarial examples can be accomplished using two 
conventional methods: the modification of the classifier approach [2], [10], 
[11] and the modification of the input data approach [36], [37]. There are 
two types of classifier modifications: defensive distillation and adversarial 
training [2], [10] [11]. Introducing adversarial training by [2] involves 
introducing adversarial examples into the learning process. To increase 
resistance against adversarial examples,[38] proposed using multiple local 
models in ensemble adversarial training. Contrary to popular belief, 
adversarial training does not always lead to decreased classification 
accuracy. According to [11], defensive distillation prevents adversarial 
examples from being calculated using gradient descent. Classifier output 
class probabilities are used to block attack gradients in the second stage of 
classifier training. The structure also needs improvement, and this 
technique makes white box attacks possible.

There are two conventional methods for modifying input data: 
filtering [36], [37], squeezing [39], and Magnet techniques [40]. In [37], the 
author proposed generating adversarial nets to eliminate adversarial 
perturbation [7]. A filtering module must be created in addition to the 
original sampling procedure to maintain classification accuracy. This 
technique, referred to as feature squeezing, modifies input samples as 
proposed by the author [39]. It reduces the depth of each pixel by reducing 
the difference between each pair of corresponding pixels. Changing the 
input data requires a separate procedure. A new defense technique called 
Magnet [40] combines multiple defense techniques in one. An adversarial 
example attack can be resisted by Magnet, which was proposed by [40]. 
The input data is reformatted to fit the closest original sample when an 
adversarial example is detected by measuring far away distances. As the 
Magnet technique is vulnerable to white box attacks, separate processes 
are required to create the detector and reformer modules.

Changing the classifier or modifying the input data is required for 
each defence method. On the other hand, a new detection method we 
propose does not require extra learning but rather relies on patterns 
indicative of adversarial classification scores.

3.  Methodology

A feature space nX R⊆  is assumed, and a number n is assumed. 
Suppose there are n features in the feature space. A training set would be 
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composed of ,i ix y  instances, where ix X∈  represents a feature vector 
generated according to some unknown distribution, while iy Y∈  
represents the true class labels associated with the ,i ix y  Instances. | |Y
denotes the number of possible classification outputs, with :f X Y→  
being the classifier learned from X to Y. In order to generate adversarial 
examples xA, an adversary must present an instance x as either ( )Af x y≠
(untargeted attack) or ( )Af x t=  (targeted attack), where t is the class of the 
target. A similar distance metric, such as L2, needs to be used for xA in 
comparison with the original instance x.

3.1  AdvGAN Model

AdvGAN’s overall architecture is illustrated in Figure 1, which 
consists primarily of three parts: the generator G, the discriminator D, and 
the target neural network f. As input, the generator G generates the 
perturbation ( )G x  based on the original instance x. A discriminator 

( )x G x+  will analyze ( )x G x+  to distinguish generated data from the 
original instance. D encourages indistinguishability between the generated 
instance and the data it is derived from. Using a white-box attack, we can 
fool a learning model, in this case, fis the target model. Input ( ) x G x+  is 
taken as input, and output is the advL  of loss, which indicates how far away 
the prediction is from the target class t (targeted attack) or how far away it 
is from the ground truth class (untargeted attack).

According to [41], the adversarial loss is as follows:
log ( ) log(1 ( ( ))) (1)GAN x xL E D x E D x G x= + − +

Using the discriminator D, we propose a method for distinguishing 
perturbed data ( )x G x+   from the original data x. In order to generate 

Figure 1
Architecture of AdvGAN
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instances that are closest to the original data, the real data is sampled from 
the true class.

Using a targeted attack, we lose if we fool the target model f:

( ( ), ) (2)f
adv x fL E l x G x t= +

The f
advL  loss causes the perturbed image to be classified as target 

class t, where t denotes the target class and fl  indicates the loss function 
used to train the model f.

We can also focus on the targeted attack by maximizing the distance 
between predictions and ground truth, but in the rest of this paper, we 
will examine the untargeted attack.

Our previous work shows that a soft hinge loss is added to the L2 
norm to bound its magnitude [13], [42]. 

2max(0, ( ) ) (3)hinge xL E G x c= − 

In this case, C denotes a bound that the user specifies. The GAN’s 
training can also be stabilized using this method. As a final point, we can 
state our full objective as follows:

 (4)f
adv GAN hingeL L L Lb= + ∝ +

Each objective’s relative importance is determined by a  and .b  f
advL  

is used here to generate adversarial examples, optimizing for high attack 
success rates while GANL  is used to resemble the perturbed data. Solving 
the min-max arg arg minG  maxD L  gives us our G and D. f

advL  Upon 
training on both training data and target models, f

advL  can perform semi-
white box attacks on any input instance.

Fast Gradient Sign Method (FGSM): For finding adversarial samples 
quickly, the author proposed a gradient sign method [10]. The ReLU 
activation function is usually used in existing DNNs. DNNs can be trained 
using these functions because they are easily optimized. This model type 
propagates changes made to the input to the later hidden layers until the 
output layer. It can lead to misclassification due to the accumulation of 
input errors. This analysis leads to the FGSM attack assuming the same 
strength for all dimensions.

This equation can be used to generate an adversarial sample 
informally:

. ( ( ( ))) xx x sign J F xe= − ∇′
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A cost function is used to train the model (·),J  where ∇  represents 
the gradient. The pixels are changed simultaneously along the gradient 
direction at a fixed scale. Due to its ability to calculate gradient signs by 
backpropagation, it can easily create adversarial samples.

Basic Iterative Method (BIM): A modified version of the FGSM 
attack is the basic iterative method [5]. In each iteration of the algorithm, 
an adversarial sample is generated and updated with this equation:

1 1( . ( ( ( ))) i i x iX x clip sign J F xÚ a− −
′ ′ ′= − ∇

A correctly classified input is represented by 0 .x′  The gradient sign is 
followed with a single step in FGSM. In each iteration of the BIM process, 
clipping is performed to ensure the results are within the original input’s 

 L e∞ − neighborhood. The Iterative FGSM (IFGSM) is also known as such.

4.  Result and Analysis

Our comprehensive evaluation of the proposed model is presented in 
this section, consisting of evaluations of the number of queries (QUE), 
focusing on training, testing accuracy, and loss estimation. A multi-
adversarial attack evaluation was conducted on the proposed model 
against multiple adversarial attacks, including the FGSM, the JSMA, the 
CWL2, the LINFBI, the LINFPGD, and the ENL1. During the experiments, 
the Intel i7 running on 16 GB of RAM is paired with an NVIDIA GeForce 
GTX 1660 with 1024 GB of video memory. Models and datasets used in 
this research include MNIST, a well-known image classification dataset. 
This collection includes 70K handwritten digits from 0 to 9 in grayscale. 
Using this method, we randomly picked 100 images from each class (10 x 
100 = 1000).

A convolution neural network (CNN) architecture was trained with 
70000 images, and a convolution neural network (CNN) was tested with 
10000 images, which means training and testing are separated by 80-20%. 
As part of our evaluation, we implemented and evaluated our proposed 
model using TensorFlow. Whitebox and blackbox scenarios were 
considered for evaluation, in which attacks are generated and tested on 
the same network; in blackbox attacks, they are generated and tested on 
different networks. As shown in Figure 2, the CNN architecture used for 
the proposed MNIST digit evaluation is described in detail. In MNIST, 
normal attacks, FGSM, JSMA, CWL2, ENL1, ST, LINFBI, LINFPGD, and 
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LINFPGD are compared. It makes estimating gradients more challenging 
and limits the transfer attack.

4.2 Experimental Results

The proposed model is evaluated against adversarial attacks. For 
example, let us take the blackbox attack scenario, where the attacker relies 
on the attack’s transferable properties since it has no information about 
the target network. Furthermore, we have considered the case of a whitebox 
scenario in which attacks are generated by attackers who know about the 
classification network. We generated adversarial data of different attack 
types by using the Cleverhans library as a first step to conducting 
experiments. In Figure 3, various adversarial attacks are shown impacting 
the MNIST image [43, 44].

In adversarial samples, crafted perturbations are introduced into the 
normal input data to create a similar adversarial dataset to the normal 
input data. However, the machine learning model mispredicts the class 
with a high probability even when the adversarial data looks similar to the 
normal input data. As far as ML classifiers are concerned, the adversarial 
samples constitute an optical illusion. As shown in Figure 4, FGSM can be 
seen as advanced and sophisticated versions of Basic Iterative Method 
(BIM), Jacobian Saliency Map Attack (JSMA), and [13] techniques. 

Figure 2
A graphical presentation of the MNIST digits dataset
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Figure 3
Image comparison with generated adversarial data generated from MNIST

Figure 4
A measure of the average entropy generated by the number of digits in the 

MNIST dataset for legitimate samples and adversarial examples

Legitimate samples and adversarial examples are analyzed for their 
entropy. Assuming that the input samples are on the numerical scale [0, 1], 
we only analyze the successful adversarial generated, which is entropy. 
Each attack method generates adversarial examples using the MNIST 
dataset, so we compare the entropy of each validation set with each 
adversarial example. Using the MNIST dataset as an example, Figure 5 
shows the average entropy for legitimate samples and adversarial samples 
generated by the FGSM, BIM, ENLI, and CW attacks.



1532� M. J. JABER, Z. J. JABER AND A. J. OBAID

We can understand a classifier’s behaviour by attacking it. According 
to Figure 6-7, we can train the model against successful attacks by adding 
adversarial perturbations batch-wise to the dataset. As a result of this 
process, the model is theoretically capable of defending against such 
attacks. An FGSM attack limits the perturbation magnitude of each batch 
in a dataset using the FGSM attack method. There are several training 
batches with these examples, and a validation accuracy of 98% was 

Figure 5
Typical entropy derived from MNIST’s dataset for legitimate and adversarial 

samples

Figure 6
Training and testing accuracy based on the MNIST dataset digits



DETECTION OF ADVERSARIAL ATTACKS� 1533

achieved by training the classifier with these samples. It appears that the 
FGSM method significantly reduces the accuracy of the adversarial-
trained classifier when it is attacked again with the adversarial-trained 
method.

The accuracy visualizations are presented in Figures 8 and 9 with 50 
to 20 perturbations. The proposed model maintains the higher accuracy 
for the low and high numbers of perturbations.

Figure 8 shows the train, test accuracy and loss metric, which indicate 
that the detection is effective, especially for large perturbations. Meanwhile, 
when the perturbation is small, it is hard to detect attacks at both low FNR 
and FPR, but the proposed model is good at purifying small perturbations, 
which can make up these shortcuts, as shown in Figure 9. We also test the 
detection performance when using loss as the indicator, which is shown to 
be more effective. It can reach both small FNR and FPR, even under small 
perturbations. In summary, the proposed model can successfully eliminate 
small perturbations that pass the detection. For larger perturbations that 

Figure 7
Training and testing accuracy based on the adversarial attacks  

of the MNIST dataset

Figure 8
Training, testing accuracy and loss for the numbers of perturbations
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are detected as adversarial, they will trigger the searching stage and be 
purified by the proposed model for achieving higher accuracy.

5.  Conclusion

This study developed adversarial attacks and training that can be 
improved and scaled up to larger deployments in production environments. 
The behaviour of such adversarial attacks can also be studied for various 
classification tasks, including natural language processing, video and 
audio processing, and object detection. As a first step, we need to show 
motivation for creating robust models by demonstrating adversarial 
methods. A deep learning model may classify samples incorrectly with a 
high probability if adversarial attacks generate samples that belong to 
certain classes. We expect that naturally trained models will achieve small 
levels of robustness. This method can be applied to future datasets with 
more complex data manifolds. This implementation would allow 
AdvGANs to be understood better to boost their adversarial robustness.
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